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ABSTRACT
Discovering and unlocking the full potential of complex pervasive
environments is still approached in application-centric ways. A set
of statically deployed applications often defines the possible interactions within the environment. However, the increasing dynamics of such environments require a more versatile and generic approach which allows the end-user to inspect, configure and control
the overall behavior of such an environment. A meta-UI addresses
these needs by providing the end-user with an interactive view on
a physical or virtual environment which can then be observed and
manipulated at runtime. The meta-UI bridges the gap between the
resource providers and the end-users by abstracting a resource’s
features as executable activities that can be assembled at runtime
to reach a common goal. In order to allow software services to automatically integrate with a pervasive computing environment, the
minimal requirements of the environment’s meta-UI must be identified and agreed on. In this paper we present Meta-STUD, a goaland service-oriented reference framework that supports the creation
of meta-UIs for usage in pervasive environments. The framework
is validated using two independent implementation approaches designed with different technologies and focuses.

Categories and Subject Descriptors
H.5.m [Information interfaces and presentation]: Miscellaneous

General Terms
Design, Standardization
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1.

INTRODUCTION

Pervasive computing aims at weaving computer interfaces into
the fabric of everyday life until they are indistinguishable from it
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in order to assist people in their everyday tasks [22]. As a result,
we will step from one pervasive environment into another, possibly
without even being aware of it, from our living room to our car and
from work’s meeting room to public transport.
Specialized pervasive environments such as a meeting room that
is equipped with smart projectors and touch-sensitive walls illustrate the impact of pervasive technologies on a small scale [16, 10,
20]. When more of these technologies become adopted, end-users
will be confronted with a degree of freedom previously unknown:
an environment equipped with smart digital services and the possibility to compose new applications by combining these services.
In contrast to traditional computing applications, a pervasive environment does not necessarily offer support for specific goals by
default. Instead, it allows the user to tailor the behavior of the environment to support her goals depending on the current situation.
It will be even possible for the end-user herself to enrich the environment, e.g. by integrating carried resources like mobile phones
into the environment. The real power of ubiquitous or pervasive
computing does not come from any single device or service, but it
emerges from the interaction of all of them [22].
However, such flexibility comes at the price of added complexity. Integrating the user’s mobile phone with her car’s stereo is only
an improvement if this can be done easily by the end-user. Manual control over the assembly of resources (e.g. the phone and the
car’s radio) and their behavior remains a crucial need. People must
be able to shape their pervasive environment according to their demands and preferences which surfaces particular end-user requirements [2]:
• Get insight in the digital services the environment has to offer,
i.e. what resources are at hand and what tasks do they support?
• Interact with available resources, e.g. browse the contact list in a
mobile phone through the car’s head-up display or navigate a picture slideshow displayed on a television using a handheld device.
• Configure the default and context-specific behavior of resources,
e.g. automatically turn off the lights and turn down the heating
when leaving the house.
To address these needs, a pervasive computing environment, independent of its application domain, must support a point of control to inspect and manipulate the environment’s current configuration. We denote the user interface for such a point of control as
a meta-user interface (meta-UI). Coutaz already defined a meta-UI
as an interactive system with its own user interface that provides
end-users with means for controlling interactive spaces [4]. In this
work, we refer to the user interface itself with the term ‘meta-user
interface’. Consider for instance a meta-UI for a car. The metaUI lists a navigation service, media service, hands-free service (the

latter only becoming available if a mobile phone is detected) with
each of these services providing user interfaces to interact with the
resources present in the car’s environment (e.g. head-up display,
GPS unit, mobile phone, speakers, etc).
Although meta-UIs are readily integrated in various applications
[3, 4, 13], they are often closely tied to a specific application domain. Besides, many existing approaches act as static portal interfaces which compromises their scalability in a dynamic pervasive
environment. The lack of a specification for this type of user interface provides the main motivation for the research outlined in this
paper. We propose a basic set of operations that a meta-UI must
support and integrate these into a reference framework that can be
used to categorize existing meta-UIs and serve as a guideline to
develop new ones.
First we analyze the requirements of a meta-UI from an enduser’s and a developer’s perspective (section 3). Next we propose
Meta-STUD, a generic reference model for meta-UIs in a pervasive
environment (section 4). Besides, we discuss a set of tools to develop and use meta-UIs in real-world applications (section 5). The
Meta-STUD framework is validated by two different reference implementations (section 6) followed by a discussion of our approach
(section 7) from which we draw conclusions.

2.

(a) Coutaz et al.

(b) ARIS

(c) Speakeasy

(d) Huddle

RELATED WORK

Meta-UIs are contained in many systems described in literature
and also in commercial systems, like for instance the setup wizard
of the RC9800i from Phillips1 . Figure 1 shows some examples of
existing meta-UIs. Although these interfaces can be considered as
meta-UIs, they have been mostly analyzed in the scope of a single
application domain and not with regard to their suitability as a general meta-UI for pervasive environments. A meta-UI is typically
applied to control the distribution of UI content in multi-monitor
or multi-device environments [3, 17, 11]. In this case the meta-UI
deals with user interface objects as objects of interest [4]. These
systems aim at providing a natural mapping from the meta-UI to
the real-world environment, making it easy for the user to target the
right display. To this end, ARIS [3] and to some extent SpeakEasy
[8], resemble the spatial layout of devices in the real world in the
UI. However, they depend on a geometric world model which may
not be available in all dynamic pervasive environments.
A more generic approach towards meta-UIs can be found in middleware or roomware systems such as iRos [10]. The meta-UI of
iRos targets different hardware resources (e.g. lights, cameras, projectors, printers, . . . ) and provides a list of application user interfaces that can be requested from the pervasive environment [16].
The main goal of this project is to automatically combine different
base interfaces provided by various devices into a single user interface. Although it deals with much more diverse resources than
the former types of meta-UI, the operations supported by its metaUI are not sophisticated enough to deal with richer environments
in which the meta-UI addresses other tasks beyond merging user
interfaces. For example, there is no option to manually select a
display for presenting a (merged) user interface.
Another approach to represent and organize resources in a pervasive environment are flow-based interfaces like Huddle [13, 5]
or the framework proposed in [12]. These systems use a data flow
metaphor and allow the end-user to specify the data flow between
the resources in a pervasive environment. However, their meta-UIs
do not incorporate feedback from the base level services and hence
do not support adding or removing resources at runtime. Tasks are
rudimentarily supported as flow templates in [12], yet other impor-

tant types of resources inhabiting a pervasive environment such as
users are not incorporated.
Olsen et al. describe a minimal meta-UI for pervasive environments in [14]. They propose two operations, join and capture,
and two types of resources, services and devices, for interacting
with a pervasive environment. The meta-UI operations are mapped
on physical actions (in this case putting a Java ring into a fitting
socket of a device, designed for this purpose), emphasizing that
a meta-UI does not need to be a graphical UI by default. However, the suggested operations are insufficient when more complicated situations are targeted, for instance when a user participates
in multiple tasks at once. To address these cases, a richer graphical
meta-user interface is only briefly described.
None of the existing approaches provides a generic meta-UI for
exploring and interacting with a dynamic pervasive environment.
In particular, current approaches focus on specific application domains. Apart from the solution presented in [14] the meta-UI is
designed as a by-product of a specific application and hence hard
to generalize. The model proposed by Olsen et al. [14] is too simplistic to serve as a general framework for meta-UIs in our opinion.
In contrast, Meta-STUD is designed as a generic framework which
exhibits a set of functional operators for observing and controlling
pervasive applications running on heterogeneous devices.
Furthermore, toolkits such as the OpenInterface Development
Environment (OIDE)2 , which offers a graphical environment for
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Figure 1: Some examples of meta-UIs: a meta-UI introduced
by Coutaz et al. [4] allows to distribute parts of a web page to
different devices (a); the meta-UI of ARIS [3] can be used to
distribute graphical content to different displays (b); the flowbased meta-UI of [13] helps to organize the flow of media data
in a classroom (c); a flow-based meta-UI discussed in [8] provides initial support for tasks which are represented by flowgraph templates (d).

http://www.oi-project.org/

specifying multimodal interactions, complement Meta-STUD: our
reference framework enables uniform access to the applications deployed in a pervasive environment whilst the OIDE helps to design
multimodal interactions for these applications.

3.

THE MANY VIEWS ON A META-UI

A meta-UI aims to simplify the role of the end-user (interacting
with the environment) and the role of the developer (designing and
integrating new resources in the environment). We use the term
‘resource’ to refer to anything that is present in such an environment ranging from physical resources (e.g. a light bulb, a lever, a
computing device) to virtual resources (e.g. a software component,
a task description). The specific role of the developer depends on
the type of resource: a software developer provides services whilst
a graphical designer delivers user interfaces, etc. We witness the
roles of the end-user and the developer are merging when it comes
to integrating new resources and configuring the environment. Services or user interfaces can be programmed to automatically adapt
to the context of use, but end-users still need to finetune the configuration of a resource. The meta-UI helps to bridge the gap between
the two camps.

3.1

End-user

From an end-user’s perspective the meta-UI acts as an instrument
to inspect and manipulate the state of her surroundings. Hence the
main responsibility of the meta-UI is to integrate the functionalities
supported by the environment and to present them in an intuitive
way to the end-users. We consider two major approaches to provide
the end-user with an interactive view on the environment’s features:
Service-oriented : In a service-oriented view, the end-user is shown
a list of software services that make up the pervasive computing environment, where she can directly interact with.
Goal-oriented : In a goal-oriented view the pervasive environment is seen as an integrated system where tasks define what
the end-user can do within the environment. The end-user is
presented with an overview of available tasks while the actual software services that give rise to these tasks are hidden.
The service-oriented view is a more conventional approach supported by different service discovery frameworks such as UPnP3 ,
whilst the goal-oriented view is inspired by the observation that
users think in terms of goals they want to achieve in the environment [8]. Consider for example a scenario that demands for multimedia features such as playing music in a room. A service-oriented
view might integrate a ‘media’ service that exports an integrated
user interface to perform all media-related tasks. In contrast, a goaloriented view might present the end-user with ‘play media’ and
‘create playlist’ tasks, which are represented as separate user interfaces to the functionalities of an underlying ‘media’ service. The
advantages and disadvantages of both approaches affect amongst
others the amount of time it takes for developers to integrate new
applications and the end-user experience of the meta-UI on various heterogeneous devices. We argue a reference framework for a
meta-UI should be generic enough to support both views.

3.2

Resource developer

From a developer’s point of view the meta-UI is a software component with a set of common features: it can discover available
resources, integrate them in a view and make their software interface accessible to end-users via a user interface. A generic meta-UI
3
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provided as part of a middleware framework simplifies the task of
developing new resources for a pervasive environment since the developer does not have to care anymore how the resource’s functionalities are made accessible to the end-users. Instead the developer
can concentrate on the individual resources such as functional services, task descriptions or user interfaces and rely on the meta-UI
to make these resources available to the end-users.
To abstract away from the implementation level we introduce an
environment model that describes the context of the pervasive computing environment relevant for the meta-UI. This model acts as a
data source for the meta-UI (i.e. the view) and can be queried for
available resources and their properties. A resource must comply
to the model specification to integrate with the environment. Back
at the implementation level, this corresponds to implementing one
of the model’s software interfaces.

4.

META-STUD: A REFERENCE FRAMEWORK FOR META-UIS

To cope with the heterogeneity of resources in a pervasive environment and the lack of a specification to uniformly access and
integrate these resources, we introduce Meta-STUD as a reference
framework for meta-UIs. STUD refers to the common resource
types found in a pervasive environments: Services, Tasks, Users
and Devices. The next sections discuss Meta-STUD’s environment model and its functional operators to query and manipulate
this model.

4.1

Environment model

A pervasive environment arises from a set of connected resources
in a particular context, e.g. a location-based context such as an office space. From this set of resources, we consider four types of
resources required to represent any minimal pervasive environment
in a meta-UI: users, devices, services and tasks as depicted in figure 2. Since the interpretation of the various resource types is ambiguous at best, we must agree on their definition and motivate their
relevance for the meta-UI:

Figure 2: Computing resources (devices), activity-based resources (tasks) and functional resources (services) give rise to
a pervasive environment. A meta-UI allows users to control
their environment with interaction resources.
Device : We consider a resource to be a device if it runs a metaplatform: middleware software that supports a predefined set
of events and operations to query and configure the environment.
Service : A service provides specific functionalities (application
logic) for interacting with a hardware resource (e.g. an interaction resource) or a computer program. Besides, it can offer
embedded user interfaces that leverage its application logic.

Task : Tasks represent the activities the end-user can execute to
reach a goal. A task is represented by a user interface and
depends on services that provide the required functionalities.
User : A user corresponds to a human who can interact with the
surroundings through tasks and services that are presented on
a device in a meta-UI.
The meta-platform integrates the software services on a device
and the hardware resources attached to the device such as a keyboard or display panel and publishes them in the pervasive environment as service or task. Devices can fulfill different roles: they can
run in the background and host resources for hardware resources
that have no computing power (e.g. a residential gateway, hosting
the software services for the room lights) or act as interaction devices (e.g. personal devices carried by the end-user such as a laptop
or a smart phone). In the former case, a device does not need to be
able to present a meta-UI as it is not directly accessed by the endusers. In the latter case, the meta-UI becomes the user interface for
the device’s meta-platform.
The meta-UI queries the available services in the pervasive environment. Each service runs on a device and can be shared amongst
other devices from where it can be accessed remotely through a
proxy interface (described in some IDL, e.g. WSDL4 ) or an enduser interface embedded in the service (described in some UIDL,
e.g. HTML or XUL5 ) or realized as mobile code (e.g. an approach
adopted by Jini6 ). In a goal-oriented view, the meta-UI will query
the available tasks in the pervasive environment. Tasks - and in particular the user interfaces that represent them - rely on application
logic that is accessible in the environment as services. Tasks are the
primary artefacts; the selection or generation of an appropriate user
interface for a task (or service) is up to the meta-UI implementation,
which may use existing user interface toolkits, modalities (graphical, speech) and adaptation strategies to present the interface. This
can be realized by providing appropriate groundings for the IDL
and UIDL descriptions [21].
Since everyday life is characterized by people interacting with
each other, the digital dimension of our world should also support
human interactors as an important kind of resource. User preferences can help the meta-UI to decide about preferred user interface modalities and moreover, tasks can be distributed amongst the
user’s (personal) devices to collaborate on a shared goal.
The environment model presented in figure 2 should not be limited to these four types of resources, as it can be extended with
domain-specific knowledge and support other types of resources
that help the meta-UI to better structure services and/or tasks. For
example, resources belonging to a specific application-domain could
be grouped together along with the services and tasks they support.

4.2

Functional requirements

A generic meta-UI supports a canonical set of operations for interacting with the resources present in the environment [14, 4]. The
operations we propose are independent of any specific underlying
middleware and can be used as a reference framework for categorizing existing middleware systems for pervasive environments.
First, the meta-UI needs to be aware of changes that occur in the
environment’s configuration and reflect these in its view. Therefore
it monitors the environment model in order to get notified of events
that are triggered when resources enter or leave the environment:
• R+, R− : A new resource is added to the environment or an
4
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existing one is removed. In particular, a resource can be a user
(U +, U −), a device (D+, D−), a service (S+, S−) or a task (T +,
T −). Apart from updating its view, the meta-UI may proactively
propose rewiring strategies, e.g. if a new device becomes available
that is better suited to execute a task. However, proactive behavior
is considered an additional feature that can be supported using the
operators described next, but which is not addressed directly in the
proposed reference framework.
Second, a basic set of operators is required to interact with resources from within the meta-UI:
• Share(R), U nshare(R) : Share or unshare a resource. The
resource will become (un)available in the pervasive environment
(model). This might have an impact on the availability of other resources. For example, a task can only be executed if the services it
depends on are in place.
• P resent(T ), P resent(T, D) : Present a task on a device by
means of a user interface. A compatible user interface is distributed
and rendered on the target device, e.g. a graphical user interface or
a speech-based interface. The task is terminated if its user interface
is closed. If no target device is specified, the device running the
meta-UI that triggered the operator is considered the target device.
• Suspend(T ), Resume(T ) : Suspend a task and resume it afterwards. The state of the task and/or the user interface presenting it
is stored until the task is resumed.
• M igrate(T, D) : Migrate a task from one device to another. The
task is suspended on the source device (Suspend(T )) and its context is transferred to the target device where the task is resumed
(Resume(T )).
• Invite(U, T ) : Invite a user to execute a task, for instance a task
that is associated with a collaborative application. An invite is sent
to the user’s (default) device which is extracted from the environment model.
These operators arise from the actions users are accustomed to
when interacting with a computing device and its local software
platform: start an application, interact with it, save a document,
etc. In a pervasive environment, an application is not an isolated
software component but a dynamic assembly of resources and in
particular tasks. If we consider tasks as the building blocks of a pervasive application, end-users must be able to start and manage them
(P resent(T ), Suspend(T ), Resume(T )). Besides, in order to
exploit the heterogeneous nature of a pervasive computing environment, end-users must be able to traverse tasks to those devices
best suited for executing the task (M igrate(T, D)) and collaborate with other users (Invite(U, T )). As a pervasive environment
is open to different users, a privacy issue arises if all resources are
shared by default. Hence, end-users need control over the availability of personal resources such as their mobile phones (Share(R),
U nshare(R)). Additional operators can be composed using this
basic set such as an Invite(T ) operator that calls Invite(U, T )
for each user in the environment model. Operators can also be
extended with more detail such as a Share(R, U1 ...Un ) operator,
allowing to share a particular resource amongst a group of users.
Yet, the proposed set of operators provides developers with a basic
reference framework to create a meta-UI that allows end-users to
interact with the resources integrated in their surroundings.

5.

RUNTIME USE OF THE META-UI

Bringing together different resources spontaneously gives rise to
a pervasive environment, e.g. combining the user’s mobile phone
and the car’s stereo yields a pervasive car environment. The dynamicity and temporal existence of a pervasive environment requires

the environment to be configured at runtime. While the meta-UI
can be used to guide the assembly of resources, the meta-platform
will first have to deal with the integration and (self-)configuration
of the resources. Besides, the context in which (inter)actions are
performed can define a resource’s behavior, something that should
also be taken into account when designing a meta-UI and its middleware platform.

5.1

Integrate and configure resources

Plug and play is often considered the default strategy to integrate
devices in a pervasive environment [9, 17]. If a device is turned
on or brought into a pervasive environment, it announces its availability and the list of services it supports in a broadcast message
over the network. The meta-platform takes care of the discovery of
computing devices and builds up an environment model at runtime,
but resources that do not run a meta-platform, e.g. many home appliances, or virtual resources, e.g. tasks, still depend on additional
software services to integrate with the pervasive environment. To
accommodate this type of resources, the software drivers needed
by a resource are deployed on a computing device provided by the
infrastructure (e.g. a residential gateway or car gateway) and leverage the device’s meta-platform so the resource can be discovered
and access other resources in the environment as well.
Typical pervasive environments will not be constructed in a topdown fashion, but rather in an incremental way from the bottom
up [6]. Therefore, we expect software packages that integrate with
the meta-platform to be dynamically upgradeable and extensible
such that an application or appliance vendor can easily propagate
updates after shipping a product, a (hardware) resource can be extended at runtime with functionalities provided by a third party
manufacturer and various independent resources can be assembled
to accomplish a goal.
If a resource becomes available in the environment, it needs to
be configured before it can be used. Also during usage, a resource
may need to be reconfigured, for instance due to changes in the
environment configuration. An intelligent environment is typically
characterized by the fact that it automates many configuration steps
and hides them from the user. However, configuring and connecting resources in a meaningful way requires a profound knowledge
about the user’s goals. To make sure the end-user is always in control, she must be able to steer the environment’s behavior. In the
meta-UI, we support user-driven configuration at two levels:
1. Configuration of the context of a resource.
2. Configuration of the role of a resource in the environment.
The former, configuring the resource itself, can be considered as a
user task and thus be handled by the P resent(T ) operator where
T is a configuration task presented on a device by a dedicated user
interface. The latter, configuring the role of a resource, is more
complicated since a resource’s role depends on the tasks the resource is enrolled in. However, as an task is a resource on its own,
configuration can be handled in a similar way as in the first case.
Consider for example a pervasive paint application that is integrated
in the environment as a ‘paint service’. In this case a configuration
task will merely deal with the allocation of resources for certain
(sub)tasks the application supports, e.g. migrate a colour palette to
a PDA and use a whiteboard as a shared paint canvas.

5.2

Proactive behavior

The configuration of a pervasive environment is altered in different ways, e.g. using the meta-UI but also by means of realworld interactions such as toggling a light switch or pushing the

thermostat’s ‘temperature up’ button. Software services can become agents that act on behalf of a user [18]. When an agent
is programmed or trained to sense contextual changes that occur
as a result of actions performed in either the digital or in the real
world, it will automatically execute a certain behavior in return of
a context event. When context events are coupled to the operators
supported by the meta-UI, the meta-UI itself becomes proactive because it reacts on changes in the environment. For example, when
the presence of a PDA device is sensed near a whiteboard that runs
a pervasive paint application, the M igrate(T, D) operator might
be invoked to transfer a part of the application’s user interface to
the PDA device (e.g. its color palette). In case such behavior is not
what the user expected, e.g. the end-user accidentily approaches
the whiteboard with her PDA, the meta-UI can be used to resolve
conflicts.
Furthermore the meta-UI can be exploited as a tool to combine
different resources and to setup behaviors. Using the environment
model, the meta-UI can query the environment for available interaction resources and assign these to a certain service. Consider
for example a display attached to device D1 and a keyboard attached to device D2 . In order to allocate these resources to a text
editor application, the meta-UI running on a device Dx can execute P resent(Ti , D1 ) and P resent(To , D2 ) with Ti and To tasks
provided by a text editor service S; Ti collects keyboard input and
sends it to S1 , To receives input data from S and visualizes it on a
display. When D1 or D2 leaves the environment, the resource assembly is breached and the meta-UI can propose to allocate the lost
task to another suitable device. The meta-UI then behaves proactively but still involves the end-user in the decision process instead
of handling it autonomously.
Scaling a meta-UI to the context of use goes beyond adapting its
user interface to screen resolutions of heterogeneous devices and
their interaction modalities, a topic that is already discussed extensively in literature [15, 19, 7]. Adapting the meta-UI also encompasses many other factors from which we highlight two important
ones based on our experiences:
User background : Since people are interested in different tasks
their view on a similar environment can differ. The meta-UI
needs to anticipate this observation by personalizing the view
according to the envisioned user tasks and goals.
Resource explosions : A crowded environment with many resources
in it is hard to inspect. Especially in unfamiliar environments, it will be hard to locate for instance the nearest printer
in a room. To avoid an explosion of resources, spatial information could be taken into account to display only those
services and tasks in the user’s vicinity.

6.

REFERENCE IMPLEMENTATIONS

In this section we provide an overview of two meta-UI reference
implementations. These meta-UIs were developed independently
at different institutes from different perspectives, but they both adhere to the framework presented in this paper.

6.1

Mundo MINE Explorer

The Mundo smart environment platform tries to support all aspects of developing, maintaining and using smart or pervasive environments. At its base it provides MundoCore [1], a flexible communication middleware that supports a mix of communication styles
(publish-subscribe, distributed object computing, and streaming)
and which runs on different hard- and software platforms (C++,
Java, x86, ARM).

All resources in the pervasive environment (users, devices, tasks
and services) are implemented as Mundo services. A Mundo service is a process that communicates with other Mundo services by
exchanging MundoCore messages. Mundo adopts a user-centric
view on pervasive environments: every user hosts her own personal
pervasive environment, called the MINE (Mundo Integrated Network Environment). The user herself is represented by a special
service called a minimal (digital) entity (ME). Other resources that
can join a MINE are User aSsociable objects (US). US can represent hardware resources, e.g. a coffee machine, as well as tasks,
e.g. a ‘write email’ task. Multiple MINEs can be combined to form
one integrated Wireless Environment (WE) whose resources can
be shared amongst different users. Hence the Mundo architecture
allows end-users to construct ad-hoc pervasive environments. The
USs in a user’s MINE give rise to a personal pervasive environment, larger pervasive environments are created by sharing these
resources as depicted in figure 3.

• Share(R), U nshare(R) : If the MINE takes part in a WE, the
user can add resources from her MINE into the WE or withdraw
them from the WE. This will trigger R+ or R− events in the metaUI of the other users taking part in the WE.
• P resent(T ), P resent(T, D) : The MINE explorer typically
runs on a small personal device with limited interaction capabilities such as an iPhone (see figure 4). It focuses on the orchestration
of services rather then on the interaction with individual resources.
For this purpose, end-users can make use of available interaction
devices in the pervasive environment after allocating them to a certain task via the meta-UI. By connecting a task T to one or more
devices D in the meta-UI, the P resent(T, D) operation is executed. At the model level, the software interfaces of the Mundo services implementing the devices and tasks are matched. If a message
source in task T matches a message sink in device D or vice versa,
both resources are attached to the same communication channel
in the middleware. As MundoCore supports a publish/subscribe
mechanism, multiple in- and output devices can be attached to the
same task.
• Suspend(T ), Resume(T ) : In Mundo, tasks are suspended by
disconnecting all associated interaction devices from a task. Whilst
the task is still running, the end-user can not interact with a suspended task until it is resumed, i.e. until new interaction resources
are allocated to the task.

Figure 3: In Mundo a pervasive environment is dynamically
constructed by end-users. Users can share resources from the
MINE, making them available for all other users in the WE.
Figure 4 illustrates Mundo’s meta-UI, the Mundo MINE Explorer. Internally a MINE is modeled as a graph of interconnected
Mundo services and the MINE Explorer allows end-users to inspect
and interact with this graph of Mundo services. Next we will analyze how Mundo’s meta-UI leverages the Meta-STUD reference
framework by discussing the different functional requirements we
elaborated on in section 3.

(a) Resources currently avail- (b) Executing an email
able in a user’s MINE
application
using
the
P resent(T, D) operation.
Figure 4: The MINE manager running on the iPhone.
• R+, R− : The Mundo MINE model notifies the meta-UI of
resources that become available in the MINE or WE. This can happen because the user manually added an available resource into her
MINE with the help of the meta-UI. Additionally, an event will be
triggered if a resource is added because of a context rule.

• Invite(U, T ) : A user can be invited to participate in a WE and
collaborate on a shared task. If the target user is currently not taking part in a WE the requesting user is engaged in, the invited user
will be asked whether she wants to participate in the latter’s WE
through the meta-UI. If two users represented by their ME already
participate in the same WE, inviting a user to a task will cause the
task to be highlighted in the meta-UI of target user.

6.2

ReWiRe

The ReWiRe framework [21] targets the development, use and
configuration of applications in a pervasive environment. ReWiRe
is built on three fundamental parts, a meta-UI being one of them:
• A semantic repository provides access to the full context of the
environment (the model);
• A distributed component-based architecture encapsulates the middleware and software services that define the supported functionalities (the controller);
• A meta-UI organizes these functionalities in a goal-oriented menu
so they become accessible for the end-users who can then interact
with their digital environment (the view).
The model relies on ontologies to describe the context of use.
Figure 5 shows the upper environment ontology of ReWiRe which
serves as a starting point for the environment and provides a structure upon which ontologies for specific domains can be constructed.
The model definition can be extended at runtime with domainspecific knowledge which is accomplished by merging domain ontologies with the upper ontology. Hence virtually any type of resource can be described and queried.
The controller consists of a component-based meta-platform built
on OSGi-technology. Software components, also referred to as
OSGi bundles, are deployed on the meta-platform which manages
their life cycle. The context repository is one such component: it’s
the core bundle that gives rise to an environment (e.g. room, car,
house, ...); middleware components for handling network and security facilities are other examples of integrated bundles.
The view corresponds to ReWiRe’s meta-UI, presented in figure 6. The meta-UI leverages the meta-platform for querying the

Figure 5: In ReWiRe the environment is described by a set of
domain-specific ontologies that are merged at runtime.
environment model and presents an overview of available resources,
organized in a menu tree (e.g. ‘media’ menu), along with the tasks
these resources support. If a task is selected by the end-user, the
meta-UI will try to render a user interface for the task and integrate
it with its built-in task manager.

the model to present the task. Information about the coupling of
tasks and their supported presentations and software dependencies
is stored in ‘groundings’ which are included in the domain ontologies. A grounding - the concept is adopted from OWL-S - dictates how a resource (e.g. a web service) can be accessed. For
example, when a user interface is selected to present a task, the
meta-platform analyzes its grounding specifics to render the interface and installs the required service proxies to interact with the
(remote) application logic. For more information on the technical
details of the grounding process, we refer to [21]. Since a task can
be presented in different ways (e.g. by means of a Java Swing interface, web interface, speech interface, etc) ReWiRe leaves the option
to the designer to provide different types of user interfaces in order
to accommodate a broader range of applications and for the endusers to pick one or more (e.g. combine modalities) preferred user
interfaces for a task at runtime.
• Suspend(T ), Resume(T ) : If a task is suspended, its context
is by default serialized on the computing device it executes. Afterwards, the task can be resumed on any other computing device supposing a suitable user interface for the target device is at hand by passing its context as an extra argument to the P resent(T, D)
operator. The context of a task is currently limited to an optional
resource (e.g. a ‘toggle’ task could be associated with a specific
light resource). The state of the task’s user interface is a reflection
of the state stored in the services it depends on (e.g. a light service
managing light resources).
• Invite(U, T ) : Inviting a user to execute a task compares with
requesting a file transfer or chat session in a messenger application. ReWiRe treats the Invite(U, T ) operator in a similar way: a
message is sent to the user’s personal device, leaving the option to
accept or decline the request.

(a) Overview of media resources (b) Integrated user interface preand their supported tasks.
senting a ‘play media’ task.
Figure 6: The meta-UI in the ReWiRe framework.
In the remainder of this section we will discuss how ReWiRe
deals with the functional requirements of a meta-UI introduced in
section 3. The suggested events and operators are implemented in
ReWiRe’s meta-platform and leveraged by the meta-UI.
• R+, R− : Upon initialization of the ReWiRe tool, the end-user is
presented with a dialog to register herself (U +) and her computing
device (D+) in a (discovered) pervasive environment. The services
installed on the device will also populate the environment’s context
model (S+) and export executable tasks (T +). When user and
device are signed out of the environment (U −, D−), the services
running on the device and the tasks supported by these services also
become unavailable (S−, T −).
• Share(R), U nshare(R) : Resources are shared by ‘publishing’
them on a computing device; a reference to the resource is added to
the environment model and the resource becomes available in the
meta-UI. If a resource is not shared, it can only be accessed from
its local computing device.
• P resent(T ), P resent(T, D) : The P resent(T ) operator translates a task description into a user interface. When a task is assigned to a device, for instance by selecting the task in the meta-UI
or dragging it on a device representation, the meta-platform running on the target device will look-up a suitable user interface in
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DISCUSSION AND EVALUATION

We conducted a qualitative usability evaluation with MINE (n =
20) to collect information about the end-user’s experiences of configuring their environment using a meta-UI. We presented the users
with a fictional scenario they had to solve by configuring different
resources in a pervasive environment to achieve their goals. They
had to perform the task of writing an email with the help of different in- and output devices whose capabilities are defined by the
services they run. While interacting with the meta-UI the end-users
were confronted with various events such as devices becoming unavailable during the runtime of the test scenario. After performing
the tasks in the scenario, participants filled out a feedback questionnaire. They expressed their degree of approval to the statements of
the questionnaire on a five level Likert scale.
The results of the survey indicate that the general idea of a metaUI is understood rather quickly. The test users particularly liked the
idea that they can assemble resources directly from their personal
device. On the other hand, they believe the level of indirection
introduced by the meta-UI - as opposed to configuring the environment directly, e.g. by physically connecting resources - could
be confusing in more complex situations. While this might indeed
be the case, we do not enforce the meta-UI as a replacement of
real-world interactions: digital and physical world interactions can
be combined to achieve a desired configuration. Although we expected end-users to be reluctant about the concepts of tasks and services in the meta-UI, they did not point out any difficulties whilst
navigating the environment. We believe this is due to the fact that
users are accustomed to navigate menu-like interfaces and that it

does not matter for them whether a menu-entry links to a local application or to a task or remote service as long as they are presented
with an intuitive user interface. Our user trials further showed that a
resource explosion in the meta-UI is indeed an actual problem, especially for devices with a limited display size such as the iPhone,
we used in our study to present the meta-UI.
Furthermore, we developed a number of pervasive prototype applications using ReWiRe. One of these applications integrates a
legacy arcade game into a pervasive environment, allowing endusers to participate in the game using the devices at hand. We asked
a software developer to create a service that interacts with a slightly
modified variant of a Tux Racer implementation7 while a designer
provided a user interface that represents a ‘play game’ task which
depends on the service API to steer the game. These resources (the
service, the task and its user interface) were published on a ReWiRe
client so they become available in the environment and can be accessed through ReWiRe’s meta-UI. In one of our test scenarios, we
installed the game software on a number of devices including a
multi-touch table and provided end-users with a UMPC presenting
the ReWiRe meta-UI. End-users were asked to navigate the metaUI, select the game task and allocate a device for playing the game.
Figure 7 shows the user interface to setup/play the game and a user
playing the game on a multi-touch table. When a user starts a game
(play button), the game is initiated on the selected device and the
user can choose to use the UMPC or the target device as input to
navigate Tux down a ramp full of snow and herring. If two users
select the same device to play the game, the game automatically
switches to multiplayer mode (split-view, with a maximum of two
players).
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(a) Executing a game task.
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(b) Playing on a multi-touch table.

Figure 7: A race game is integrated in a pervasive environment
and played using heterogeneous devices.
Although similar scenarios can be realized using ad-hoc software
components, the meta-UI and its underlying model offer some benefits over an ad-hoc approach. For example, in the Tux Racer application the software developer only had to provide a functional
service to operate the game software, a task description and a rudimentary user interface; the assembly of these resources is handled
through the meta-UI. Likewise, new interaction devices could be
integrated in the email scenario without disrupting the application
flow or even worse, modifying its logic. If end-users are accustomed to a common user interface to inspect and steer their surroundings, they can map their interaction experiences from one
environment onto another, unfamiliar environment. In particular,
they can leverage basic aspects such as distributing tasks or setting
up simple collaborations. A Tux player can for instance challenge
(i.e. invite) another user, a feature that was not implemented by the
game developer, but which comes for free in the meta-UI.
7

http://www.extremetuxracer.com/

CONCLUSIONS

The meta-UI provides a means for end-users to interact with the
resources in a pervasive environment, e.g. steer the projector in a
meeting room directly from the end-user’s handheld device. Besides, the meta-UI features user-driven configuration of resources
and their role in the environment. It allows end-users to combine
independent resources in meaningful ways, for instance allocate
a projector (output) and a mobile phone (input) to a presentation
task. Although a meta-UI for a pervasive computing environment
is found in different applications, there is still no agreement on its
requirements and functionalities. Unlike task- and service-specific
user interfaces, the meta-UI allows end-users to explore their surroundings, i.e. identify the tasks and services supported by the environment, and allocate available resources to execute tasks and
interact with services.
We presented Meta-STUD, a reference framework that provides
a basic set of operations for a meta-UI to support inspection and
manipulation of the environment configuration by its end-users. To
abstract from the implementation level, we suggested an environment model that reflects the dynamic state of a pervasive environment, feeding the meta-UI with real-time context information. The
meta-UI queries this model for supported tasks and services which
are then presented in a goal- or service-oriented view from where
they can be accessed. Moreover, we discussed a prototype middleware platform as part of the meta-UI that enables computing
devices to discover, integrate and configure resources in the environment (model) and thus in the meta-UI. With the Mundo MINE
explorer and the ReWiRe framework we have illustrated how MetaSTUD can be applied in practice. These meta-UI implementations
were used to integrate proof-of-concept applications in a pervasive
environment.
We consider a meta-UI as an essential tool in a pervasive computing environment that deserves more attention in future work.
For example, we believe the meta-UI can play an important role
to support effective proactive behavior in a pervasive environment
as it can easily involve the end-user in decisions that impact the
environment configuration (e.g. migrate a task from one device to
another). Further research is needed to explore the possibilities of
a proactive meta-UI into more detail.
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